
Testing & Evaluating Agentic Systems Machine Learning Deep Dive
• 3 Days
• Lecture and Hands-on Labs

Course Overview
The only course that turns “it kinda works” into “we can prove it works better than GPT-4 and ship it to-
morrow”. Over three relentless days and thirty 30-minute labs you will master the full science of agentic
evaluation using ClearML as your single source of truth. You will build golden datasets, automate every
metric that matters (success rate, cost, latency, tool accuracy, self-correction rate), run massive reproducible
sweeps, and create dashboards that let leadership see exactly why your private agent deserves a budget. All
lessons are hands-on!

Who Should Attend
• Data scientists & ML engineers who have built agents (AI-302)
• Teams moving agentic systems from prototype to production
• Anyone who needs to justify agentic ROI to leadership

What You’ll Learn
• 30+ fully tracked ClearML evaluation experiments
• Automated scoring of reasoning, tool use, and task completion
• Sweep thousands of agent configurations in parallel
• Prove your private agent beats public baselines

Outline
(Outline segment missing or malformed)

Prerequisites
• Completion of Building Production Agentic AI or equivalent
• Working LangGraph agent + private model
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